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Abstract

The reconstruction of 3D human models from in-the-wild videos has emerged as a highly

promising research direction, with increasingly practical and widespread applications. To

address the challenges of depth ambiguity and human occlusions in monocular videos, an

optimization-based framework is proposed that combines SLAM techniques with human

motion priors to recover global multi-person motion from a single moving camera.

Camera parameters are estimated using SLAM, while a robust tracking algorithm is

adopted to mitigate occlusion e�ects. A learned motion smoothness prior is further

integrated into the optimization process. The SMPL model and camera parameters are

jointly optimized to align the reconstructed 3D poses with 2D detections. Experimental

results on the 3DPW dataset demonstrate that the proposed method outperforms existing

approaches in both accuracy and robustness.
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Chapter 1

Introduction

1.1 Background

Nowadays, Computer vision is as crucial for robots as human eyes are for humans. It

acts as a crucial mechanism allowing robots to sense, communicate with, and engage with

their surroundings. This technology not only facilitates the interpretation of visual data

but also enhances robotic abilities to make decisions, navigate surroundings, and perform

tasks with greater accuracy. As such, computer vision is fundamental in advancing the

autonomy and e�ectiveness of robotic systems in many applications.

For the vision of computers, global 3D human motion reconstruction from outdoor un-

calibrated videos remains a cutting-edge research direction with substantial applications,

such as in social robots [18], autonomous driving [41], and virtual reality [50]. And it

has multiple advantages including suitability for dynamicscenes, low equipment costs,

and good convenience. Traditional human motion reconstruction methods can only be

applied in indoor scenarios, which always require multiplecalibrated cameras [8] and are

limited to a �xed scene [21]. In-the-wild videos captured bymoving cameras can extend

the scene scale, but the movement of the camera and the human body are coupled. With

only human pixels in the image, it is di�cult to achieve the decoupling of camera motion

and human motion [50, 41, 52, 29].

As shown in Figure 4.1, traditional methods of reconstructinghuman 3D models require

subjects (such as the girl standing in the center of the lab) to be positioned in a laboratory
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environment. This setup involves multiple �xed cameras arranged around the subject to

capture images from various angles. Using multiple cameras ensures the collection of

su�cient visual data to create an accurate three-dimensional model. The advantage of

traditional methods is that they do not require estimating the movement of the camera, as

all cameras are �xed and strategically positioned around the subject. This con�guration

signi�cantly simpli�es the data processing complexity. However, these methods have

notable limitations. Firstly, they are con�ned to indoor settings and require a calibrated

laboratory, which can be costly and impractical for widespread use. Secondly, the static

nature of the camera setup prevents adaptation to dynamic orunstructured environments,

restricting the method's applicability in real-world scenarios. Moreover, the need for

multiple cameras not only increases the setup cost but also complicates the maintenance

and calibration over time. These constraints make traditional methods less favorable for

applications requiring versatility and scalability, paving the way for more adaptable and

cost-e�ective reconstruction technologies.

Compare to calibrated videos, in-the wild videos are more suitable to realistic world.

The de�nition of in-the-wild videos are the footage that is captured in uncontrolled and

unpredictable scenes, as opposite to in-the-lab videos.

However, recovering trajectories of human motion from in-the-wild videos captured by

a monocular camera still faces many challenges. First, the inherent depth ambiguity in

monocular videos results in uncertainties between human body shape, absolute depth,

and camera focal length. Most methods [28, 17, 18, 19, 21] usemotion priors to exploit

temporal dependencies and compensate information for monocular setups, but the depth

remains inaccurate. Second, in multi-person scenarios, occlusions between individuals not

only lead to pose inaccuracy but also reduce the accuracy of camera motion estimations.

Some research [15, 16, 43] attempts to expand the perspective for observing occlusion
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Figure 1.1: Traditional Methods of Human Model Reconstruction

Figure 1.2: Capture In-the-wild Videos by a cellphone
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Figure 1.3: In-the-wild Videos

issues, but they struggle to e�ectively handle more complicated occlusions in dynamic

scenes captured by a moving camera.

To address the aforementioned challenges, a new optimization-based framework, Opti-

Pose3D, is proposed to recover global multi-person motion from a single moving camera

by integrating SLAM techniques [45] with a learned human motion prior. To detect and

associate individuals across frames, a robust tracking algorithm [55] is employed to e�ec-

tively handle occlusions. In addition, a learned motion smoothness prior is incorporated

into the optimization pipeline to enhance temporal consistency. Using the initial camera

parameters estimated by SLAM, human motion trajectories arereconstructed by jointly

optimizing the SMPL model [34] and camera parameters to align the projected 3D poses

with the detected 2D observations.

Speci�cally, the input video is �rst processed using DROID-SLAM [45] to estimate the

camera's intrinsic and extrinsic parameters for each frame, as illustrated in Fig. 4.1.

Simultaneously, a tracking algorithm computes and associates bounding boxes across

frames for each individual, which are subsequently passed to AlphaPose [9] to extract 2D

human keypoints. The extrinsic parameters estimated by DROID-SLAM are then used

to initialize the camera pose for each frame, enabling the reconstructed human model to
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be accurately transformed into the global coordinate frameacross the video sequence.

In human motion reconstruction, the SMPL model is employed as the 3D human body

representation. Variational Autoencoders (VAEs) [21, 17] are utilized to construct a

motion prior model. For optimization, SMPL parameters are initially set to zero, corre-

sponding to a T-pose con�guration. Using the camera intrinsic and extrinsic parameters

estimated via SLAM, a reprojection function is applied to project the 3D human model

onto the 2D image plane. The resulting projections are compared against 2D poses es-

timated by AlphaPose to compute the reprojection loss. To reduce motion jitter and

enhance temporal consistency, SmoothNet is incorporated into the optimization process

to re�ne pose estimations prior to loss computation.

Data consistency and localization accuracy in dynamic scenarios are further improved

through the joint optimization of camera motion and human motion, incorporating in-

formation from both the camera and the dynamic subjects. Theproposed optimiza-

tion framework includes a comprehensive objective function that integrates multiple

components: data consistency constraints, motion smoothness regularization, collision

avoidance in multi-person interactions, and smoothing terms for position and accelera-

tion. These components collectively reduce reconstruction errors and enhance robustness.

Overall, the method is designed to provide accurate and reliable tracking and localiza-

tion by e�ectively balancing the interaction between the moving camera and dynamic

elements within the scene.

1.2 Contributions

This thesis presents three primary contributions. First, a novel framework is proposed

for recovering multi-person 3D human motion from a single moving monocular camera.

Second, a robust camera pose estimation strategy is appliedto improve the accuracy
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of camera trajectories in highly dynamic scenes, where large pixel displacements are

common. Third, a temporal smoothness prior is introduced into the optimization process

to ensure temporally coherent motion reconstruction.

Additionally, the proposed method is evaluated on the 3DPW [35] dataset, which contains

in-the-wild videos with ground-truth 3D human pose annotations. Experimental results

demonstrate that the proposed approach outperforms existing methods in both accuracy

and temporal consistency.

1.3 Organization

This thesis elaborates on the research background, objectives, system architecture, ex-

perimental results, and future research directions. The document is divided into �ve

main parts. Chapter 1 Introduction introduces the research background and contri-

butions and outlines the structure of 3D human model reconstruction from in-the-wild

videos to global frames.Chapter 2 Literature Review reviews the existing literature

from three perspectives: monocular visual SLAM, human pose and shape estimation, and

camera localization using human semantics.Chapter 3 System Architecture details

the system architecture, including an initial introduction to the SMPL model, the imple-

mentation of Masked DROID-SLAM, and methods for multi-person pose tracking and

estimation. Additionally, it discusses the method of optimizing dynamic human motions

using a smoothness prior.Chapter 4 Results and Discussions describes the exper-

imental setup, dataset, and implementation details, followed by the evaluation metrics

and comparison with state-of-the-art methods. Section V presents the conclusions and

outlines potential directions for future research.Chapter 5 Conclusion and Future

work summarizes the main �ndings of the research and proposes future research direc-

tions. Each chapter aims to thoroughly explore its respective topic, gradually unfolding
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the entire research framework to ensure that readers can systematically understand the

content and summary of the study.



Chapter 2

Literature Review

2.1 Monocular Visual SLAM

Early visual SLAM approaches primarily relied on extractingfeature points from im-

ages for scene localization and mapping, as demonstrated bypioneering systems such

as ORB-SLAM3 [2] and SVO [10]. Although these methods can achieve accurate cam-

era localization in static scenes, they always fail to trackmoving human body in highly

dynamic scenarios. In order to overcome this limitation, [5] and [6] distinguish and re-

move dynamic feature points through optical 
ow. However, optical 
ow prediction,

which is essential for e�ective dynamic feature point detection, struggles with accuracy

in the presence of complex and fast motion within large scenes. The integration of

deep learning with SLAM has signi�cantly enhanced its capability for depth estimation

and scene understanding, such as DROID-SLAM [45]. Subsequently, Mod-SLAM [57],

Orbeez-SLAM [7], and Gaussian Splitting SLAM [36] have achieved high-quality 3D re-

construction of static scenes by integrating NeRF [25] and 3DGS [26]. In the current

state of technology, NeRF and 3DGS are unable to process or model extensive non-rigid

motion e�ectively. NeRF utilizes deep learning to reconstruct three-dimensional scenes

but requires a prolonged training period for dynamic scene reconstruction. On the other

hand, 3DGS relies on rigid structures for 3D reconstructionand cannot handle non-rigid

motion. Consequently, both techniques exhibit limitations when reconstructing scenes

involving extensive non-rigid movements. Due to the limitations of NeRF and 3DGS,

8
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they cannot reconstruct moving scenes. NICE-SLAM [59] and Photo-SLAM [22], fur-

ther advance adaptability to dynamic environments and diverse scenes. Dealing with

complex moving objects in large-scale dynamic scenes poseschallenges for localization

and mapping. Furthermore, while methods like RDMO-SLAM [33]and RS-SLAM [39]

incorporate semantic segmentation to detect dynamic scenes, they occasionally lose criti-

cal information necessary for accurate localization. Thisintroduces additional challenges

when these systems are tasked with maintaining robust localization in highly dynamic

environments. Nevertheless, since dynamic humans occupy a large proportion of pixels in

images, previous works cannot achieve satisfaction when itcomes to the task of camera

localization in dynamic multi-person scenarios.

Monocular SLAM Theoretical Basis

This section provides a brief introduction to the principles of monocular visual SLAM,

which primarily consists of three fundamental components:Visual Odometry (VO),

Keyframe Optimization, and Global Mapping. These components enable camera pose

estimation, environment mapping, and loop closure detection. Monocular visual SLAM

is generally divided into two parts: the front-end (visual odometry) and the back-end

(global optimization).

2.1.1 Vision-Based Odometry

Visual Odometry

Visual odometry primarily addresses the problem of estimating camera motion between

two consecutive frames in a video. As illustrated in Figure 2.1, when transitioning from

Frame 1 to Frame 2, one naturally perceives that the camera has rotated to the left.
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However, for a computer, the same perception requires the application of visual odom-

etry algorithms to precisely determine the rotation angle and translation distance. Af-

ter more than a decade of development, pure vision-based odometry has become rela-

tively mature and can be classi�ed into several approaches.The geometric-based visual

odometry (Geometric-based VO) is mainly partitioned into the feature-based method

(Feature-based VO) and the direct method (Direct VO), each with its own advantages

and limitations.

Figure 2.1: The motion of camera frames and perceived directions in human vision

Feature-based methods rely on SIFT, ORB, SuperPoint, and other feature extraction

algorithms to compute camera motion by matching key points.Representative methods

include ORB-SLAM, SIFT-SLAM, and VINS-Mono, which o�er stable computations and

robustness under varying lighting conditions. However, these methods may fail in low-

texture or dynamic environments. In contrast, the direct method does not only rely

on feature points but instead of utilizing photometric consistency to estimate pose, as
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seen in LSD-SLAM, DSO, and SVO. These approaches remain e�ective in textureless

environments (e.g., white walls or low-texture surfaces),but they are more susceptible to

lighting changes and motion blur.

Beyond these two methods, optical 
ow (Optical Flow) has become an important supple-

ment by estimating camera motion through the movement trajectories of pixels between

consecutive frames. Optical 
ow-based methods o�er betterreal-time performance and

are more suitable for dynamic environments. For instance, DROID-SLAM integrates op-

tical 
ow estimation with deep learning-based end-to-end optimization, enabling more ro-

bust camera trajectory estimation in complex environments. However, since optical 
ow

computation involves a large number of pixel-wise correspondences, its computational

cost is relatively high, making traditional methods ine�cient for real-time applications.

Consequently, deep learning models have recently been employed to accelerate optical


ow computation while improving estimation accuracy, positioning it as a key research

direction in the next generation of visual odometry.

Figure 2.2: Optical Flow and Brightness Constancy Assumption
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Dense Optical Flow

Optical 
ow is used to describes the motion of pixels across video frames. As illustrated in

Figure 2.2, the small squares represent individual pixels, which move across consecutive

frames over time. Tracking the motion of a single pixel is referred to as optical 
ow.

Tracking the motion of only a subset of pixels in an image is termed sparse optical 
ow,

whereas computing the motion for every pixel is known as dense optical 
ow.

To better estimate pixel motion, the fundamental assumption of optical 
ow|the bright-

ness constancy assumption|is introduced. This assumptionstates that the grayscale

intensity of a spatial point remains constant across di�erent frames. Mathematically, the

motion of a pixel initially located at (x; y) at time t, moving to position (x + dx; y + dy)

at time t + dt, is described as [47]:

I (x + dx; y + dy; t + dt) = I (x; y; t) (2.1)

where I (x; y; t) represents the pixel intensity at position (x; y) at time t, and (dx; dy)

represents the pixel displacement in space over timedt.

Then, using Taylor Expansion of Intensity Function, for small movementsdx; dy; dt, the

intensity function can be approximated by a �rst-order Taylor expansion [47]:

I (x + dx; y + dy; t + dt) � I (x; y; t) +
@I
@x

dx +
@I
@y

dy +
@I
@t

dt: (2.2)

By applying the brightness constancy assumption and subtracting I(x,y,t) from both sides

of the equation, the following expression is obtained:

@I
@x

dx +
@I
@y

dy +
@I
@t

dt = 0: (2.3)

Optical Flow Equation de�ning optical 
ow velocity as:

u =
dx
dt

; v =
dy
dt

; (2.4)
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The equation is substituted to obtain the optical 
ow constraint equation:

I xu + I yv + I t = 0; (2.5)

where I x = @I
@x and I y = @I

@y are the spatial image gradients, andI t = @I
@t is the temporal

gradient.

Since Equation (2.4) contains only one equation but two unknowns (u; v), it is an under-

determined problem. To solve this, Horn and Schunck introduced a global smoothness

constraint to ensure that neighboring pixels have similar 
ow vectors. The energy func-

tional to be minimized is [47]:

E =
Z Z �

(I xu + I yv + I t )2 + � (jr uj2 + jr vj2)
�

dxdy: (2.6)

where:

ˆ (I xu + I yv + I t )
2 is the Data Term , ensuring that the optical 
ow estimation sat-

is�es the brightness constancy assumption .

ˆ � (jr uj2+ jr vj2) is the Regularization Term , ensuring that the optical 
ow varies

smoothly in local regions.

ˆ jr uj2 =
�

@u
@x

� 2
+

�
@u
@y

� 2
represents the gradient of the optical 
ow componentu.

ˆ jr vj2 =
�

@v
@x

� 2
+

�
@v
@y

� 2
represents the gradient of the optical 
ow componentv.

ˆ � is the regularization coe�cient, controlling the balance between the data term

and the regularization term.

The �rst term ensures adherence to the brightness constancyassumption, while the second

term enforces spatial smoothness.
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Lastly, leveraging the Euler-Lagrange equation, the Horn-Schunck optical 
ow equations

is obtained:

I xu + I yv + I t = 0; (2.7)

� r 2u = I x (I xu + I yv + I t ); (2.8)

� r 2v = I y(I xu + I yv + I t ); (2.9)

wherer 2u = �u � u and r 2v = �v � v represent the Laplacian operators.

By iteratively solving:

u(k+1) = �u(k) �
I x

�
I x �u(k) + I y �v(k) + I t

�

� + I 2
x + I 2

y
; (2.10)

v(k+1) = �v(k) �
I y

�
I x �u(k) + I y �v(k) + I t

�

� + I 2
x + I 2

y
; (2.11)

where:

ˆ u(k) ; v(k) represent the optical 
ow solution at thek-th iteration.

ˆ �u; �v are the neighborhood-averaged values (local smoothing).

Since optical 
ow methods estimate pixel-wise motion across frames, they naturally lead

to the need for Dense Bundle Adjustment (BA), which optimizes camera poses and depth

by leveraging dense pixel correspondences rather than relying on sparse keypoints.

2.1.2 Dense Bundle Adjustment

Compared to traditional BA, which optimizes only keyframes and sparse feature points,

Dense BA performs global optimization across all pixels, enhancing motion estimation

accuracy in featureless regions, such as low-texture environments. Bundle Adjustment

(BA) is a nonlinear optimization method used to re�ne camera poses and 3D scene

structure by minimizing reprojection and photometric errors. Unlike traditional sparse
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BA, which optimizes only keyframes and selected feature points, dense BA simultaneously

optimizes all frames and all pixels in an image, ensuring higher accuracy in low-texture

environments.

Mathematical Formulation of Dense BA

Optimization Objective. The objective of dense BA is to jointly optimize camera

posesTi and scene depthsdi by minimizing the following energy function:

E = Ephoto + �E geo (2.12)

where:

ˆ Ephoto is the Photometric Error , enforcing brightness consistency.

ˆ Egeo is the Geometric Reprojection Error , ensuring 3D structure consistency.

ˆ � is a regularization coe�cient balancing the two error terms.

Dense BA di�ers from traditional BA by prioritizing photome tric consistency rather than

solely minimizing reprojection error.

Photometric Error Minimization. The photometric error is formulated as:

Ephoto =
X

i;j

X

p

jI i (p) � I j (W(p; di ; Tij )) j2 (2.13)

where:

ˆ I i (p) is the intensity of pixel p in frame i .

ˆ I j (W(p; di ; Tij )) is the warped pixel intensity from framej , computed using depth

di and relative poseTij :

W(p; di ; Tij ) = �( Tij � � � 1(p; di )) (2.14)
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ˆ � represents the projection function, and � � 1 is its inverse.

This ensures brightness consistency across frames, enabling robust motion estimation in

featureless regions.

Geometric Reprojection Error Minimization. The geometric constraint minimizes

the di�erence between observed and projected points:

Egeo =
X

i;j

X

p




 �( Tij � � � 1(p; di )) � p0




 2

(2.15)

where:

ˆ p0 is the observed feature location in framej .

This term prevents excessive drift and ensures depth accuracy.

Optimization Using Gauss-Newton Method.

The energy function is optimized using the Gauss-Newton method:

� (k+1) = � (k) � (J T J + �I )� 1J T r (2.16)

where:

ˆ � = f Ti ; di g represents the optimization variables.

ˆ J is the Jacobian matrix of the residual function.

ˆ r is the residual vector.

ˆ �I is a regularization term ensuring numerical stability.
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Comparison with Traditional BA

Traditional BA methods primarily focus on optimizing reprojection error for sparse fea-

ture points and keyframes. While e�ective in structured environments, they su�er from

several limitations:

ˆ Keyframe dependency: Traditional BA optimizes a small set of keyframes, re-

ducing its adaptability in dynamic environments.

ˆ Sparse feature reliance: Performance degrades in low-texture areas where feature

extraction fails.

ˆ Limited global consistency: Errors accumulate due to the lack of holistic frame-

to-frame optimization.

In contrast, dense BA o�ers the following improvements:

ˆ Global optimization: Instead of selecting keyframes, all frames contribute to

optimization.

ˆ Photometric error minimization: Ensures accurate motion estimation in fea-

tureless regions.

ˆ Higher robustness: Performs well in challenging lighting and texture conditions.

DROID-SLAM leverages Dense BA to jointly optimize camera poses and depth across

all frames, signi�cantly enhancing localization stability and accuracy in dynamic envi-

ronments. Unlike traditional Sparse BA, which optimizes only selected keyframes and

sparse feature points, Dense BA enforces photometric consistency across the entire image,

ensuring accurate motion estimation even in low-texture and featureless regions.
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Furthermore, DROID-SLAM enhances Dense BA through deep learning, enabling dy-

namic hyperparameter adjustment based on scene conditions. In contrast, traditional BA

relies on manually tuned parameters, limiting its adaptability to complex, real-world en-

vironments. By incorporating an end-to-end learnable optimization framework, DROID-

SLAM generalizes e�ectively across diverse lighting conditions, dynamic objects, and

large-scale 3D scenes.

Compared to traditional Sparse BA, which is e�ective in small-scale, structured environ-

ments but prone to local minima and accumulated errors in dynamic or unstructured

scenes, Dense BA in DROID-SLAM performs global optimizationacross all frames, sig-

ni�cantly improving motion estimation robustness, even inhighly non-rigid, multi-object

dynamic scenarios.

By integrating Dense BA with deep learning-driven optical 
ow estimation, DROID-

SLAM rede�nes the SLAM paradigm, shifting from feature-based, keyframe-dependent

methods to a fully di�erentiable, data-driven, and scene-adaptive framework, enabling

high-precision, real-time localization in complex, dynamic environments.

2.2 Human Pose and Shape Estimation

In previous years, researchers focus only on improving the precision of the pose and shape

of a single person. For example, HMR [24] directly regresses SMPL [1] model parameters

from a single RGB image, while CLIFF [31] combines camera model and cropped image

features for accurate predictions. As research progressed,the challenge of occlusions,

particularly in complex scenes, became apparent. Addressing this, some methods have

been innovated by utilizing a partial UV map to manage the problem of the human oc-

clusion [15]. In multi-person scenes, there are more occlusions and interactions. BEV [43]
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adopts a representation of bird's-eye-view to reason out depth, providing a unique per-

spective for understanding the spatial relationships and orientations of multiple people

in a scene. This approach enhances the accuracy of depth estimation in environments

crowded with human subjects. Similarly, Pose2UV [16] introduces a visible pose-mask

module, which is crucial for accurately identifying and extracting features speci�c to

human targets. This module aids in segmenting and focusing on the relevant parts of

the human body, even in scenes with multiple interacting individuals. Subsequently, A

body mesh prior is trained to enhance natural mesh reconstruction. To improve the

performance in dynamic scenes, it is imperative to utilize temporal information derived

from video input for human estimation. PHALP [38], VIBE [28], and Neural MoCon [18]

focus on dynamic and realistic motion capture from monocular inputs, leveraging deep

learning to accurately predict 3D poses and movements. Compared to previous methods,

TRACE [44] and GLAMR [53] signi�cantly enhance capabilitiesin handling complex

scenes with interactions and occlusions. The most notable distinction of these works is

their ability to produce video results under dynamic cameraconditions, greatly enhancing

the system's practicality and 
exibility. DAS [58] simpli�e s the multi-person estimation

process with its single-shot approach, prioritizing e�ciency. However, these methods can

only utilize static cameras for single or multiple human pose and shape estimation, and

none of the methods can accurately estimate multi-person motion in dynamic scenes.

2.2.1 Human body modelling

In computer vision, human modeling involves human pose estimation and the visualiza-

tion of 3D human models. Human pose estimation typically determines the positions and

angles of various body parts or joints from images or video inputs.

Non-visual inputs rely on various sensors, including RADAR, LiDAR, and infrared (IR)
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Figure 2.3: Dichotomy of Human Pose Estimation Algorithms
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sensors. While RADAR and LiDAR o�er strong privacy protection, their sparse input

signals limit the accuracy of 3D human reconstruction. Infrared sensors, on the other

hand, are susceptible to sunlight interference, making them di�cult to use in outdoor

environments.

In contrast, multiple cameras or multiple motion capture systems enable precise human

reconstruction while avoiding the limitations of the aforementioned sensors. However,

the high cost of such equipment restricts their widespread applicability.

A monocular camera, however, serves as an ideal complement to these methods, o�ering

high 
exibility. For example, a smartphone camera can be used as an input device.

Additionally, its low cost makes it a practical solution, particularly for applications in

outdoor sports scenarios.

Figure 2.4: Human Body Skeleton

Human pose estimation algorithms can be broadly classi�ed into 2D pose estimation

and 3D pose estimation, with each category further divided into single-person detection

and multi-person detection, as illustrated in Figure 2.3. The focus of this study is to

address the challenge of multi-person pose estimation in large-scale motion scenarios
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with uncalibrated camera positions. A 2D pose detection method was applied to extract

2D human keypoints, as shown in Figure 2.4, and subsequently reconstruct the 3D human

pose from these 2D keypoints.

Figure 2.3 presents a comprehensive categorization of humanpose estimation techniques,

distinguishing between 2D and 3D approaches, each of which is further classi�ed into

single-person and multi-person scenarios, as discussed inthe overview by Knap et al. [27].

Compared to direct 3D pose estimation, 2D pose estimation o�ers several advantages:

1. Simpli�ed computation process. One of the biggest challenges in 3D pose es-

timation is the lack of depth information, making it di�cult to accurately infer 3D

coordinates from RGB images. Due to the issue of depth ambiguity caused by cam-

era projection, directly regressing 3D positions often introduces signi�cant errors.

By utilizing 2D keypoints as an intermediate representation, it becomes possible to

�rst achieve precise localization in the image plane, followed by depth reconstruction

using additional constraints. Furthermore, searching for3D keypoints directly in a

three-dimensional space is computationally expensive, whereas a two-stage process

of �rst estimating 2D keypoints and then inferring 3D positions e�ectively reduces

the search space. This not only improves the generalizationcapability of models

but also reduces the complexity of keypoint estimation.

2. Feasibility of data annotation. In real-world applications, 2D pose datasets

(e.g., COCO, MPII, OpenPose keypoint datasets) are far moreabundant than 3D

datasets. 2D keypoints can be manually annotated or automatically detected from

large-scale datasets, whereas 3D keypoints typically require an expensive motion

capture system in a controlled laboratory setting. Additionally, 2D pose estima-

tion is adaptable to monocular and multi-view cameras and even allows for data
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augmentation via GAN-generated samples. In contrast, 3D datasets are often con-

strained to calibrated environments, making it challenging to generalize them to

real-world applications. Thus, 2D pose estimation is not only easier to annotate

but also o�ers broader applicability.

3. Compatibility with multi-view computation. In multi-view 3D pose esti-

mation, 2D keypoints facilitate triangulation, enabling 3D reconstruction even in

uncalibrated environments by optimizing camera extrinsics, as seen in DMMR.

While monocular cameras do not require multi-view compatibility, this capability

remains an advantage of 2D pose estimation in scenarios where multiple cameras

are available.

4. Transferability of deep learning frameworks. Since 2D keypoint detection

is a well-established task with pretrained deep learning models such as AlphaPose,

HRNet, and OpenPose, many 3D pose estimation approaches can leverage these 2D

predictions as inputs rather than training a 3D network fromscratch. This modular

design makes 3D pose estimation more 
exible and reduces training costs.

2.2.2 2D Multi-Person Human Pose Estimation

Multi-person pose estimation di�ers signi�cantly from single-person pose estimation. In

real-world scenarios, consider a crowded subway station where dense crowds create sub-

stantial occlusions. This issue is particularly pronounced in monocular camera settings, as

unlike multi-view setups, monocular cameras lack complementary viewpoints to mitigate

occlusions. Consequently, many small targets appear in thescene|these refer to indi-

viduals who occupy a small area in the image, exhibit low resolution, and are challenging

to detect.
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Figure 2.5: 2D Multi-Person Human Pose Estimation

To address the challenges posed by small targets, two primary approaches have been

developed: Bottom-up and Top-down methods.

- Bottom-up methods (e.g., OpenPose) detect all human keypoints �rst and subsequently

associate them with individuals. This approach is well-suited for crowded environments

but often struggles with small targets, leading to missing keypoints.

- Top-down methods (e.g., AlphaPose) �rst detect individualpersons and then estimate

keypoints within each detected bounding box. While this method provides higher pre-

cision for small targets, its performance heavily depends on the accuracy of the initial

person detection stage.

The following sections will elaborate on the principles, strengths, and weaknesses of these

two pose estimation approaches in greater detail.

1. Bottom-up methods. Bottom-up human pose estimation follows a keypoint-�rst
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approach, where all keypoints in an image are detected before being grouped into

individuals. Unlike top-down methods that rely on a person detector before esti-

mating keypoints, bottom-up approaches predict identity-free keypoints and then

associate them with individual persons, making them more e�cient in multi-person

scenarios as pose estimation is not performed separately for each detected individ-

ual. However, a major challenge in bottom-up methods is handling scale variation,

particularly for detecting small persons. The paperHigherHRNet: Scale-Aware

Representation Learning for Bottom-Up Human Pose Estimation[4] introduces

HigherHRNet, a novel bottom-up approach that improves accuracy by utilizing

high-resolution feature pyramids. By generating multi-resolution heatmaps and

applying multi-resolution supervision during training, HigherHRNet enhances key-

point localization across di�erent scales, outperformingprevious bottom-up meth-

ods with an AP of 70.5 on the COCO 2017 test-dev dataset and 67.6AP on the

CrowdPose dataset, surpassing even some top-down methods in crowded environ-

ments. Despite its e�ciency and robustness in occluded scenes, bottom-up methods

still struggle with keypoint association, making it di�cul t to correctly group de-

tected joints in dense environments. Furthermore, their accuracy remains lower

than top-down methods due to errors introduced during keypoint grouping. As a

result, while bottom-up methods o�er computational bene�ts, their challenges in

keypoint assignment and small target detection make them less suitable for high-

precision applications, reinforcing the advantages of top-down approaches.

2. Top-down methods. The Top-Down human pose estimation approach follows a
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detect-then-estimate strategy, making signi�cant advancements in 2D pose estima-

tion. A Survey of Top-Down Approaches for Human Pose Estimation [37] system-

atically reviews the principles, advantages, limitations, and experimental results of

this method. The core work
ow consists of two main steps: person detection and

pose estimation. First, an object detection model such as Faster R-CNN, SSD,

YOLO, or Mask R-CNN is used to identify individuals in an imageand generate

bounding boxes. Next, a single-person pose estimator such asAlphaPose, HRNet,

or Stacked Hourglass is applied within each bounding box to predict 2D keypoints

such as head, elbows, and knees.

The advantages of the Top-Down approach include high accuracy, robustness to

occlusions, and better detection of small targets. Since each person's pose is esti-

mated within an independent bounding box, keypoint misassignment issues com-

mon in multi-person scenarios are avoided. Additionally, the use of object detec-

tors enhances small target detection, making the approach particularly e�ective

for identifying individuals in low-resolution or distant images. However, the major

drawbacks of this method include high computational cost, dependency on object

detection accuracy, and reduced e�ciency in large crowds. Because Top-Down

methods �rst detect individuals and then estimate keypoints separately, the com-

putational complexity scales linearly with the number of people, making real-time

processing challenging. Furthermore, since pose estimation is entirely dependent

on object detection results, any misdetections or missed detections signi�cantly

degrade the �nal pose estimation quality.

AlphaPose [9], a high-performance top-down human pose estimation framework, is

adopted for 2D keypoint detection. The model incorporates aRegion-Based Pose
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Network (RPN) and a Pose-Guided Proposals Generator (PGPG) tore�ne bound-

ing box detection, thereby improving robustness in pose estimation. Compared to

traditional approaches, AlphaPose signi�cantly reduces false positive detections and

enhances accuracy, particularly in complex multi-person scenarios. Additionally, it

integrates a DeepCut-based spatial con�guration model to improve part associa-

tion, resulting in increased robustness against occlusions.

AlphaPose Pipeline. AlphaPose follows a Top-Down approach, consisting of four

major steps: human detection, pose estimation, pose re�nement, and pose tracking

[9].

(a) Human Detection. The �rst step is to detect human candidates using an

object detector such as YOLOV3-SPP, E�cientDet, or Faster R-CNN. The

detector outputs bounding boxesB i for each detected person:

B i = ( x i ; yi ; wi ; hi ) (2.17)

wherex i ; yi represent the bounding box center coordinates, andwi ; hi denote

the width and height.

(b) Pose Estimation. Once the bounding boxes are obtained, AlphaPose applies

the FastPose network to predict full-body 136 keypoints, comprising 20 body

keypoints, 42 hand keypoints, 68 facial keypoints, and 6 foot joints, as illus-

trated in Figure 2.7. The output consists ofN keypoints for each individual:

J = f (x1; y1); (x2; y2); :::; (xN ; yN )g (2.18)

whereJ is the set of all detected keypoints.
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To achieve high-resolution keypoint localization, FastPose utilizes a Dense Up-

sampling Convolution (DUC) + PixelShu�e structure for e�cie nt feature up-

sampling. As illustrated in Figure 2.6, the network �rst applies a series of

DUC layers, where 2D convolutional layers extract local spatial features, and

the PixelShu�e operation rearranges high-channel featuremaps into high-

resolution spatial maps, ensuring �ne-grained keypoint localization.

Figure 2.6: Network Architecture of FastPose[9]

(c) Pose Optimization. To enhance the accuracy of keypoint localization, Al-

phaPose incorporates Symmetric Integral Keypoint Regression (SIKR), which

re�nes keypoint positions by computing soft-argmax over heatmap distribu-

tions. Unlike traditional approaches that directly select the maximum activa-

tion point in a heatmap, SIKR integrates heatmap values to obtain subpixel
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Figure 2.7: AlphaPose 136 keypoints[9]
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precision. The re�ned keypoint coordinates are computed asfollows [9]:

x̂ =
WX

i =1

i �
H (i; j )

P W
i =1 H (i; j )

; ŷ =
HX

j =1

j �
H (i; j )

P H
j =1 H (i; j )

(2.19)

where H (i; j ) represents the heatmap pixel value at position (i; j ), and x̂; ŷ

denote the re�ned keypoint coordinates with subpixel accuracy.

SIKR e�ectively mitigates quantization errors that arise in discrete heatmap-

based keypoint detection, ensuring smoother and more precise localization.

By leveraging this re�nement strategy, AlphaPose signi�cantly improves pose

estimation performance, particularly in high-resolutionand occluded scenarios.

(d) Pose Tracking. For multi-person tracking, AlphaPose integrates the Pose-

Aware Identity Embedding (PAIE) method to associate keypoints across frames.

Unlike conventional tracking-by-detection approaches that rely solely on bound-

ing box IoU (Intersection over Union), PAIE incorporates bothspatial and

pose similarity metrics to enhance identity association. The tracking similar-

ity score between personi and j is computed as:

S(i; j ) = � � IoU(B i ; B j ) + � � PoseSim(Ji ; Jj ) (2.20)

where:

ˆ IoU(B i ; B j ) measures the intersection-over-union (IoU) of bounding boxes

B i and B j , assessing spatial overlap.

ˆ PoseSim(Ji ; Jj ) computes the similarity between two pose con�gurations

based on keypoint alignment and joint distances.

To further enhance robustness in occluded and crowded scenes, AlphaPose

introduces multi-stage identity matching (MSIM), which applies a temporal
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pose consistency constraint. MSIM integrates appearance features from re-

identi�cation models, keypoint displacement consistency, and temporal motion

cues to re�ne identity matching across frames. By leveraging PAIE along

with MSIM, AlphaPose signi�cantly improves multi-person tracking accuracy,

especially in challenging scenarios where occlusions or fast motion occur.

Experimental Results. Table 2.1 presents the performance of AlphaPose on the

COCO and PoseTrack datasets.

Table 2.1: AlphaPose Performance on COCO and PoseTrack
Method Dataset AP (Whole-Body)
OpenPose COCO-WholeBody 27.6

HRNet COCO-WholeBody 38.7
AlphaPose COCO-WholeBody 44.1
AlphaPose PoseTrack 76.9 (mAP)

In terms of experimental results, AlphaPose achieves higheraccuracy than previous

methods. On the COCO-WholeBody dataset, it achieves an AP of 44.1, outper-

forming OpenPose (27.6 AP) and HRNet (38.7 AP). On the PoseTrack dataset,

AlphaPose attains an mAP of 76.9, demonstrating superior robustness in multi-

person tracking. Compared to CPN (73.0 AP) and Mask R-CNN (62.7AP) on the

standard COCO dataset, AlphaPose maintains competitive precision while provid-

ing enhanced robustness in crowded scenarios. The Stacked Hourglass Network,

which AlphaPose builds upon, leverages multi-scale featurefusion to enhance pose

estimation accuracy.

AlphaPose is a high-performance Top-Down multi-person poseestimation algorithm

that introduces innovations in human detection, keypoint prediction, pose re�ne-

ment, and multi-person tracking. Its core technologies include Symmetric Integral
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Keypoint Regression (SIKR), which improves keypoint localization accuracy by re-

�ning heatmap predictions; Parametric Pose Non-Maximum Suppression (P-NMS),

which eliminates redundant keypoints by computing pose similarity; Pose-Guided

Proposal Generator (PGPG), which enhances training data and improves model

generalization; and Pose-Aware Identity Embedding (PAIE), which integrates hu-

man re-identi�cation (Re-ID) for multi-person tracking, ensuring consistent iden-

tity matching across frames. These advancements enable AlphaPose to exhibit

strong robustness in complex multi-person scenarios, occlusion handling, and low-

resolution target detection. Compared to OpenPose and HRNet,AlphaPose detects

a full set of 136 keypoints and achieves higher AP and mAP on the COCO and

PoseTrack datasets, particularly excelling in small target detection and occlusion

recovery. Furthermore, AlphaPose is based on the FastPose lightweight network ar-

chitecture, which enhances inference speed while maintaining high accuracy, making

it well-suited for applications in video surveillance, intelligent interaction, sports an-

alytics, and autonomous driving. Although computational cost remains a challenge

for Top-Down methods, AlphaPose enhances its pose re�nementand multi-stage

matching strategies, e�ectively balancing accuracy and computational e�ciency,

thus establishing itself as a robust and practical solutionfor multi-person pose

estimation tasks.

Despite its superior accuracy, the computational cost remains the biggest challenge

for the Top-Down approach, limiting its application in real-time scenarios. Fu-

ture research will focus on optimizing inference e�ciency to reduce computational

load, making the method more suitable for autonomous driving, video surveillance,

and sports analytics. Moreover, improving object detection accuracy to minimize
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false positives and missed detections will be essential forenhancing overall system

performance.

2.3 Camera Localisation with Human Semantics

Camera localization in dynamic crowd scenes has important applications in the service

industry, public safety, etc. Initial studies primarily focused on capturing human mo-

tion and estimating camera motion in scenes involving a single individual using multiple

cameras. [12] and [49] introduced a markerless approach to determine human poses from

images of outdoor scenes employing the RANSAC method to �lter out moving objects

and utilized SLAM technology for camera localization and View-View Consistency to fa-

cilitate the reconstruction of dynamic scenes. Researchers then used deep neural networks

to improve human pose estimation accuracy and handle multi-person motion challenges.

Multiple static uncalibrated cameras were used by [30] and [26] to capture and recover

multi-person motions, thus solving the issue of multi-person occlusion. Furthermore, a

scene- and human semantics-based camera calibration approach was introduced by [42],

which improved the positioning between multiple cameras, especially in large-scale sports

scenes. Several studies have utilized di�erent techniquesto address the estimation of

human motion and camera parameters in networks of uncalibrated cameras. Initially, re-

search cited in [40] and [28] utilized both static and moving external uncalibrated cameras

to jointly estimate human and camera motion. Following this, the study in [21] presented

a novel framework that uses human semantics to reconstruct multi-person motions and

accurate camera parameters from input videos. Additionally, [51] demonstrated the ca-

pability to perform person matching and 3D pose estimation in any uncalibrated camera

network without prior knowledge of camera parameters. Building upon these foundations,
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[32] proposed an innovative approach that utilizes human pose information from motion

videos re
ected in mirrors to calibrate virtual cameras. Furthermore, speci�c progress has

also been made in studies focusing on monocular cameras. Forinstance, [13] introduced

an innovative monocular SLAM system that jointly optimizes camera pose, landmarks,

human pose, and human shape and pose parameters within a factor graph formulation.

Extending this work, [14] incorporated IMU sensors to leverage visual-inertial data for

real-time and accurate estimation of human pose and posture. Lastly, [25] demonstrated

that relative camera estimation combined with data-drivenhuman motion priors can

resolve scene scale ambiguity and recover global human trajectories. Finally, camera lo-

calization that integrates human semantics performs excellently in small-scale dynamic

scenes but still requires improvement in accuracy for camera localization in large-scale

dynamic scenes involving multiple people.

2.3.1 Human Semantics

Human semantics in this work refers to high-level semantic information related to the

human body, including keypoints, pose, shape, depth, motion trajectory, and actions.

The speci�c descriptions are shown in the table 2.2 below.

Human semantics are often used to remove dynamic objects to improve the accuracy of

SLAM-estimated camera motion trajectories. By adding a masker, such as YOLO, to

eliminate dynamic human bodies, the in
uence of moving humans on camera trajectory

estimation can be e�ectively reduced, especially when humans occupy a large portion of

an image frame. As shown in the �gure 2.8 below, the green dots represent the feature

points detected by ORB-SLAM in a 2D image. These feature points cover surfaces such

as the ground, walls, and vegetation. They are then used to construct 3D static points

as shown in �gure 2.10. Since ORB-SLAM utilizes the ORB algorithm to detect feature
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Table 2.2: Categories of Human Semantics and Their Descriptions

Category Description

Human Keypoints 2D/3D keypoint coordinates, such as head,
shoulders, elbows, knees, etc.

Human Pose Joint rotation information, commonly used
in 3D SMPL/SMPL-X models.

Human Shape Human contour, height, and body shape pa-
rameters.

Human Motion Trajectory The trajectory of the human body center
across multiple frames.

Human Depth Estimates the depth information of humans
relative to the camera.

Human Semantic Segmentation Identi�es human regions in the image.

Human Action Recognition Recognizes human actions such as walking,
running, and jumping.
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points, its fundamental principle involves using the FAST algorithm to identify regions

with strong gradient variations, such as edges or corners. It then applies the RANSAC

(Random Sample Consensus) method to �lter out outliers in feature point matching,

thereby reducing the in
uence of dynamic feature points. However, RANSAC is not

perfect and often detects feature points on moving humans. If a large number of feature

points are located on moving humans, their positions changesigni�cantly between frames.

This may cause ORB-SLAM to miscalculate the camera's motion trajectory, leading to

drift or severe pose estimation errors.

To improve camera trajectory estimation, semantic segmentation methods such as [23], as

shown in Figure 2.9, are used to remove dynamic objects, thereby reducing their impact

on static feature points.

2.4 Comparison with Related Work

Existing 3D human reconstruction methods have achieved signi�cant progress in con-

trolled environments, particularly under multi-view systems or static monocular camera

setups. Approaches such as VIBE [28] and PHALP [38] leverage temporal cues to es-

timate dynamic human motion from monocular videos, yet theyremain constrained to

static-camera and single-person scenarios. Methods like GLAMR [53] and TRACE [44]

attempt to scale these techniques to multi-person settings, but they still rely on well-

structured environments or o�ine post-processing pipelines, such as requiring prior dense

scene reconstruction.

Moreover, methods like DMMR (Dynamic Multi-Person Mesh Recovery) [17] have shown

impressive results for multi-person reconstruction, but they assume access to multiple

static cameras capturing the scene from di�erent viewpoints. These approaches depend

on multi-view pose estimation to achieve scale alignment and 3D modeling, which results
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Figure 2.8: Humans Occupying A Large Portion of An Image Frame
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Figure 2.9: Dynamic Objects Detection [23]
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Figure 2.10: Points Cloud of DROID-SLAM

in high deployment costs and reduced 
exibility in real-world applications.

In contrast, DeepHuman [56] focuses on voxel-based 3D reconstruction from a single

RGB image, integrating parametric body priors and voxel re�nement networks. However,

it is limited to single-person reconstruction from static images, cannot recover motion

trajectories, and is not designed to support dynamic or in-the-wild scenarios. These

approaches generally assume a �xed camera and ignore the complexity introduced by

camera motion.

Meanwhile, earlier methods such as HMR [24] focus exclusively on single-person mesh

recovery by regressing SMPL parameters from a single image.While e�cient, these

methods do not support multi-person input, and their directSMPL regression frameworks

struggle in dynamic and occluded scenarios, making them unsuitable for real-world multi-

human tracking and reconstruction tasks.
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Furthermore, most existing methods are incapable of handling large-scale camera move-

ments or dynamic outdoor scenes. Since they rely on weak priors or static backgrounds,

their results degrade signi�cantly when either the camera or subjects undergo rapid or

extensive motion. The proposed method, by contrast, is explicitly designed to support

unstructured, mobile, and highly dynamic scenes, making itapplicable to real-world sce-

narios such as egocentric video, handheld mobile capture, and surveillance footage.

The proposed method addresses these limitations by enabling dynamic 3D reconstruc-

tion of multiple individuals using a single moving monocular camera. Accurate camera

trajectory estimation is achieved via DROID-SLAM, which allows for the decoupling of

camera and human motion. This decoupling enables the reconstructed human mesh to be

transformed from the camera coordinate frame to the global coordinate frame. Addition-

ally, SmoothNet is integrated as a temporal smoothing moduleto improve the continuity

of pose sequences and e�ectively reduce motion jitter.

In summary, the proposed method achieves multi-person 3D motion reconstruction with-

out requiring multi-view input, and supports large-scale camera motion in dynamic out-

door scenes. This signi�cantly reduces hardware requirements and greatly enhances de-

ployment feasibility on mobile platforms such as smartphones or wearable cameras, �lling

a crucial gap in current literature for practical, real-world 3D motion capture.



Chapter 3

System Architecture

The �nal purpose of the thesis is to reconstruct human modelsfrom in-the-wild videos

in the global frame.

Figure 3.1: System Overview. Top-left: Given an input video from 3DPW, the camera tra-
jectory is �rst estimated using SLAM. Top-right: A tracking algorithm generates bounding
boxes, which are then processed by a 2D pose estimator to extract 2D keypoints from each
bounding box. Bottom: The framework transitions from �xed to dynamic camera settings.
OptiPose3D initializes 3D pose reconstruction in the camera coordinate frame, followed
by optimization with a smoothness prior, and �nally transforms the results into the global
coordinate frame for 3D human motion reconstruction.

41
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3.1 Preliminary: SMPL Model

SMPL (Skinned Multi-Person Linear Model), proposed by the Max Planck Institute

(MPI), is a widely-used parameterized 3D human body model that has become funda-

mental for various �elds including human pose estimation, 3D reconstruction, virtual

�tting, and motion capture. Initially, SMPL leverages extensive human body scanning

data obtained from high-resolution 3D scanners. Dimensionality reduction is then per-

formed via Principal Component Analysis (PCA) on these scans,extracting compact

parameter spaces e�ectively representing human shape and pose variations. Finally, an

adjustable parametric human model is constructed through Linear Blend Skinning (LBS)

and BlendShape techniques, enabling intuitive control of shape and pose.

Mathematically, SMPL de�nes human bodies (3.1) using a compact parameterization: the

pose parameters� 2 R23� 3 represent rotations of 23 body joints; the shape parameters

� 2 R10 capture various body types; and r2 R3 de�nes the root orientation of the

body. These parameters jointly determine the vertices of a mesh using linear blend

skinning, producing a fully adjustable human mesh structure with realistic shape and

pose deformation.

M (�; �; r; � ) 2 R6890� 3 (3.1)

The SMPL model currently provides three gender-speci�c templates: male, female, and

neutral. In this thesis, the neutral gender model is adoptedto accommodate both male

and female body characteristics as much as possible. The model includes 24 pose pa-

rameters corresponding to 24 human body joints, as listed inTable 3.1 and illustrated in

Figure 3.2.

As shown in Table 3.2, the SMPL model includes 10 shape parameters, numbered from
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Figure 3.2: SMPL Joints

Table 3.1: SMPL Human Body Joint Names

Index Joint Name Index Joint Name

0 Left Hip 12 Base Neck

1 Right Hip 13 Left Shoulder

2 Waist 14 Right Shoulder

3 Left Knee 15 Upper Neck

4 Right Knee 16 Left Arm

5 Upper Waist 17 Right Arm

6 Left Ankle 18 Left Elbow

7 Right Ankle 19 Right Elbow

8 Chest 20 Left Wrist

9 Left Toe 21 Right Wrist

10 Right Toe 22 Left Finger

11 Right Finger 23 Right Finger
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0 to 9, each representing a speci�c shape variation.

Table 3.2: Descriptions of SMPL Shape Parameters

Shape Parameter Description

0 Controls overall body weight and size: Positive values
indicate thinner, negative values indicate heavier.

1 Controls lateral compression or extension: Positive val-
ues compress laterally, negative values extend laterally.

2 Controls general body bulkiness: Positive values make
the body larger and bulkier.

3 Primarily controls abdomen size: Negative values signif-
icantly enlarge the abdomen, shrinking the body height
proportionally.

4 Controls combined size of chest, hips, and abdomen:
Positive values enlarge, negative values shrink these re-
gions.

5 Controls relative abdomen-to-body size: Positive values
result in a smaller abdomen relative to the overall body
size, negative values enlarge the abdomen.

6 Controls extreme abdomen enlargement with other body
parts extremely thin.

7 Controls lateral body skewness or body compression:
Positive values indicate skewed or compressed postures.

8 Controls overall body width: Positive values increase
width (heavier), negative values reduce width (thinner).

9 Controls shoulder width: Positive values broaden shoul-
ders, negative values narrow shoulders.

3.2 Masked DROID-SLAM

DROID-SLAM [45] has been widely used to estimate camera trajectories from in-the-

wild videos. To reduce the in
uence of dynamic objects on theestimation of static scene

points, the masked DROID-SLAM method proposed in TRAM [50] is adopted. This

approach introduces a masking model that �lters out moving objects from the input
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video, thereby improving the robustness and accuracy of camera pose estimation.

DROID-SLAM is an end-to-end, deep learning-based SLAM systemdesigned with a

di�erentiable recurrent optimization-inspired architecture. The core of the deep neural

network is a 3� 3 convolutional GRU, which has a hidden state to generate poseupdate

� � (k) and depth update � e(k) . H (k+1) and e(k+1) represent the pose estimation and depth

estimation at the kth iteration. In this particular example, the pose is represented by the

SE(3) group, which describes the motion of rigid bodies in three dimensions.

H (k+1) = Exp(� � (k)) � H (k) ; H (k+1) 2 SE(3) (3.2)

e(k+1) = e(k) + � e(k) : (3.3)

An input video f Ji gN
i =0 is �rst processed by GRU, producing its 
ow �eld sij 2 RH � W � 2

and con�dence mapvij 2 RH � W � 2
+ with respect to the j th keyframes f Jj gN

j =0 . In the

next step, DBA optimizes the depth and pose estimation usingthe cost functionF (H 0; e0)

below:

F (H 0; e0) =
X

(i;j )2 E

vij




 q�

ij � � c(H ij � � � 1
c (qi ; ei ))




 2

� ij
; (3.4)

� ij = diag(vij ); (3.5)

where q�
ij = sij + qij represents the predicted or updated point location. This function

attempts to �nd the optimal camera posesH 0 and depth map e0 such that the pre-

dicted point positions � c(H ij � � � 1
c (qi ; ei )) closely match the observed positionsq�

ij . The

weighted squared error ensures that the optimization process considers the uncertainty

of measurements or the importance of speci�c data points. Itapplies the Gauss-Newton

algorithm in Eqn. 4 to update the pose and the depth (��; � e). The equation is solved

by the Schur complement. The matrix � is designed to be diagonal for easy inversion,

ensuring that � � 1 can be straightforwardly computed as 1=�. Given the system matrix
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and vectors, the updates are computed as follows:
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where the updates �� and � e are calculated by:

� � =
�
� � � T 
 � 1�

� � 1 �
� � � T 
 � 1!

�
(3.7)

� e = 
 � 1
�
! � � T � �

�
: (3.8)

If moving objects dominate the frame, the prediction con�dence vij can be signi�cantly

reduced. To mitigate this e�ect and enhance system robustness in dynamic motion

scenes, the dual-mask strategy proposed in TRAM [50] is adopted. Speci�cally, a mask

is applied to both the joint predictions and their con�dencescores: ~J = mask(J ) and

~vij = mask(vij ), e�ectively �ltering out contributions from moving objec ts.

3.3 Multi-Person Pose Tracking and Estimation

The uncertainty and complexity of pose detection and tracking caused by interactions

and occlusions among multiple individuals make it extremely challenging to accurately

obtain each person's 2D pose from in-the-wild videos [3]. Toenhance pose tracking

accuracy in multi-person interaction scenarios, ByteTrack [55] is �rst employed to obtain

bounding boxes for multiple individuals, followed by the use of AlphaPose [9] to estimate

corresponding 2D poses within the tracked regions.

ByteTrack is a sophisticated multi-object tracking methodthat enhances tracking accu-

racy by associating nearly all detected bounding boxes, including those with low scores.

This approach e�ectively addresses the issue of losing low-scoring detected objects and

can be adapted to various frameworks. Following a concept akin to DeepSORT [46], this

method employs the Kalman �lter exclusively to forecast thelocation of target boxes and
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subsequently utilizes the Hungarian algorithm for aligningthese predicted boxes with

their respective trajectories when tracking subjects. Detection boxes are categorized into

high-score and low-score groups according to their con�dence scores and subsequently

processed independently. In the �rst stage, high-score boxes are matched with previous

tracking trajectories. In the second stage, low-score boxes are matched with the tracking

trajectories that did not align with the high-score boxes inthe �rst round (such as ob-

jects whose scores decreased due to severe occlusion in the current frame). For detection

boxes that do not match any tracking trajectory but have su�ciently high scores, a new

tracking trajectory is initiated for them. For tracking tra jectories that do not match

any detection box, they are retained for 30 frames to allow for re-matching when they

reappear.

After obtaining the detection box coordinates for multiple individuals, AlphaPose is ap-

plied to estimate their 2D poses. AlphaPose is designed for multi-person whole-body

pose estimation and signi�cantly improves real-time performance and accuracy through

advanced computational strategies. Existing multi-person pose estimation methods are

typically categorized into two groups: bottom-up and top-down approaches. Bottom-up

methods [43] often su�er from keypoint grouping ambiguity,particularly when individ-

uals are in close proximity, which complicates the accurateassociation of keypoints to

the correct skeletons. In contrast, top-down methods [16, 15, 20] �rst detect individ-

ual bounding boxes in the image and then perform pose estimation within each box

independently. However, the e�ectiveness of top-down approaches heavily relies on the

accuracy of the initial bounding boxes; errors in detectionmay propagate and lead to

substantial pose estimation inaccuracies. Given that ByteTrack provides relatively high-

quality bounding boxes, combining AlphaPose with these reliable detections enables more

accurate 2D pose estimations.
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3.4 Decoupling Human Motion and Camera Motion

Decoupling human motion from camera motion is essential foraccurately reconstructing

the original human trajectories from videos captured in dynamic environments. In the

context of motion capture, the observed motion within the camera frame (Global Motion)

is a combination of both human and camera movements. This coupling complicates the

task of isolating and recovering the pure human trajectory in a global coordinate system.

A successful approach to mitigate the in
uence of camera motion, as proposed in this

work, involves utilizing camera trajectories estimated through Simultaneous Localization

And Mapping (SLAM) techniques.

The mathematical relationship between human motion, camera motion, and the resultant

global motion observed in the camera frame can be expressed as follows:

Human Motion � Camera Motion = Global Motion (3.9)

In equation 3.9, the global motion is represented as the composition of the human motion

and camera motion matrices. This formulation underscores the signi�cance of accurately

estimating camera motion to e�ectively isolate and reconstruct human motion in the

global frame. By deriving the camera trajectory using SLAM, it is possible to reverse

the e�ects of camera movement, thus enabling a more precise extraction of the human

motion component from the observed global motion.

When the SMPL parameters are set to zero, as shown in Equation 3.11, the resulting

human pose corresponds to the T-pose illustrated in Figure 3.3, characterized by out-

stretched arms and legs held together. Variations in the parameters lead to corresponding

changes in the pose. The core objective of human motion optimization is to reproject

a set of SMPL parameters at frame t onto the 2D plane and compare the result with

the observed 2D pose, yielding a reprojection error. Optimization involves minimizing
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this error through iterative updates, typically via gradient descent. The integration of

SmoothNet serves to regularize the optimization process by enforcing temporal consis-

tency, resulting in smoother motion across frames. Additionally, the incorporation of

camera motion parameters estimated by SLAM, denoted as (R, T), leads to an updated

set of optimization variables as follows:

X = ( z; �; r; �; R; T ) (3.10)

The importance of decoupling camera motion and human motionlies in the decoupling

of (z; �; r; � ) and (R, T) from their impact on X , as shown in 3.4.

However, in practice, achieving a complete decoupling between camera motion and human

motion is not feasible, as camera trajectory estimation viaSLAM in a purely monocular

visual system cannot attain ground-truth-level accuracy.Consequently, e�orts are focused

on improving the estimation accuracy of the camera's rotation and translation parameters

(R; T) as much as possible.

To this end, a masking mechanism is introduced to remove dynamic objects from the

scene, thereby reducing their adverse e�ects on camera motion estimation. This approach

is detailed in the section on masked DROID-SLAM.

SMPL(�; �; r; � ) = (0 ; 0; 0; 0) (3.11)

In the �gure of system overview, as shown in 3.1, OptiPose3D needs to initialize each

reconstruction in each frame, where the position of the camera taking each frame is

estimated by SLAM.

The upper part of the image3.5 showcases two frames of 3D human body reconstructions

viewed from di�erent camera angles. The lower part depicts the corresponding camera

frames and how the camera's trajectory, moving through timefrom frame t i to t i +1 ,
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Figure 3.3: T-pose

Figure 3.4: Decoupling camera motions and human motions
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Figure 3.5: Diagram illustrating the integration of human body reconstruction frames with
the camera trajectory estimated by SLAM.

captures di�erent perspectives of the scene. This highlights the dynamic interaction

between the camera's movement and the 3D reconstruction process.

3.5 Optimization of Dynamic Human Motions

3.5.1 SmoothNet Optimizing Network

SmoothNet is a plug-and-play temporal optimization networkdesigned to enhance the

smoothness and accuracy of human pose estimation in videos.It addresses the jitter

problem commonly found in existing 2D/3D pose estimation algorithms, particularly in

cases of severe occlusion or rare poses, where predicted human keypoints exhibit unstable


uctuations.

Motion Inconsistency. In pose estimation experiments, while the 3D model performs
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Figure 3.6: Motion Inconsistency [54]

well in individual frames, signi�cant jitter arises when consecutive frames are combined,

leading to an unnatural twitching e�ect. Like a sequence of motions shown in Figure

3.6, the acceleration error on the vertical axis representsthe inconsistency of motion. A

higher value indicates a greater di�erence between the motion at the current moment

and that at the previous and next moments. The �gure illustrates a person performing

a kneeling motion from frame 100 to frame 300. It is evident that a severe stutter occurs

between frames 200 and 250.

Traditionally, smoothing techniques such as the Kalman Filter or the Exponential Moving

Average (EMA) have been employed to mitigate these artifacts.However, these methods

require precise tuning of the �ltering strength. Excessivesmoothing, although e�ective

in reducing jitter, inevitably introduces a lagging e�ect, causing the predicted motion to

lag behind the actual input over time, particularly in fast-moving sequences. Formula

3.12 below represents a low-pass �lter, which is the essenceof many smoothing �lters.

From the equation, it can be observed that the smoothed output at the current frame,

Yt , is computed as the weighted sum of the input valuesX t over an N frame window,
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with weights denoted aswi . If larger weights wi are assigned to earlier framesX t � i ,

the smoothed output at the current frame is predominantly in
uenced by past historical

data, leading to a delay (Lagging E�ect). This table 3.3 compares SmoothNet with tradi-

tional smoothing methods (EMA and Kalman Smoothing), highlighting their di�erences

in terms of temporal frame utilization, calculation methods, and main drawbacks.

Table 3.3: Comparison of SmoothNet with Other Smoothing Methods
Method Temporal

Modeling
Acceleration
Optimization

Computational
Complexity

Smoothing
E�ect

One-Euro Filter No No Low Moderate

Gaussian Filter Yes No Low Fair

Savitzky-Golay
Filter

Yes No High Fair

SmoothNet Yes Yes Optimized for
GPU

Best

Yt =
NX

i =0

wi X t � i (3.12)

where:

ˆ Yt is the smoothed output of the current frame.

ˆ X t is the original input data of the current frame (e.g., unsmoothed human key-

points).

ˆ wi are the �lter weights, satisfying
P

wi = 1.

ˆ N represents the size of the �lter window (which determines the smoothing degree).

SmoothNet[54], however, e�ectively overcomes the limitations of traditional �lters. As

a lightweight plug-and-play model, it does not require �ne-tuning, thereby avoiding the

need for large datasets, extensive training time, and high computational costs.
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Figure 3.7: SmoothNet Structure

From the SmoothNet structure (Figure 3.7), it can be observed that the network con-

sists of fully connected (FC) layers and Leaky ReLU-based residual blocks for processing

information. At multiple levels, it optimizes position, velocity, and acceleration. Unlike

traditional low-pass �lters that only perform weighted averaging in the temporal dimen-

sion, SmoothNet conducts global optimization within a �xed time window, preventing

excessive dependence on individual time points. SmoothNet's Long Temporal Window

Modeling adopts a Sliding Temporal Window mechanism, which processes  L frames of

input at a time instead of computing frame by frame. This approach allows SmoothNet

to consider past, present, and future information simultaneously, avoiding the prediction

lagging issue caused by EMA or Kalman �lters, which rely solely on historical data.

Lpose =
1

T � C

TX

t=0

CX

i =0

jĜi;t � Yi;t j (3.13)
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Lacc =
1

(T � 2) � C

TX

t=0

CX

i =0

jĜ00
i;t � A i;t j (3.14)

These two loss functions (pose lossLpose 3.13 and acceleration lossLacc) 3.14 are closely

related to the Long Temporal Window Modeling and the Fully Connected Residual Net-

work structure of SmoothNet. Together, they optimize both smoothness and accuracy

for temporal pose estimation sequences. Firstly, pose lossLpose constrains SmoothNet's

keypoint position predictions, ensuring they do not deviate signi�cantly from the ground

truth. Coupled with the global optimization capability of t he sliding temporal window,

this loss enables the model to produce smoother predictionsacross temporal sequences.

Secondly, acceleration lossLacc constrains the variation of acceleration, ensuring tempo-

ral continuity in pose estimation and preventing sudden jumps. Combined with the fully

connected residual network, it enables the model to e�ciently capture smooth temporal

sequence features. Then long temporal window modeling integrates both loss functions,

enabling SmoothNet to simultaneously achieve accurate poseestimation and temporal

smoothness. This approach e�ectively avoids the lagging issues inherent in traditional

methods, resulting in more natural and realistic pose estimations.

In summary, SmoothNet signi�cantly enhances pose estimation by addressing the jitter

and lagging issues present in traditional smoothing methods. By employing a long tem-

poral window modeling strategy and fully connected residual network structure, Smooth-

Net e�ectively integrates both pose and acceleration constraints, simultaneously ensuring

smoothness and accuracy in temporal sequences.

As highlighted in Table 3.4, traditional methods like EMA andKalman smoothing rely

solely on historical frames, leading to severe lagging and complex parameter tuning. Con-

versely, SmoothNet considers both past and future frames through global optimization

within the temporal window, e�ectively preventing laggingand ensuring smoother, more
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Table 3.4: Comparison of Smoothing Methods
Method Consider

Past &
Future
Frames?

Calculation
Method

Main Issues

EMA Smoothing 7 Only
past
frames

Exponential
Weighted Aver-
age

Severe lagging

Kalman Smoothing 7 Only
past
frames

Recursive
Bayesian Es-
timation

Lagging & com-
plex parameters

SmoothNet[54] 3 Past
& future
frames

Global optimiza-
tion within win-
dow

Avoids lagging
while ensuring
smoothness

Table 3.5: Comparison of smoothing methods on Human Mesh Recovery. Lower
is better.

Method Accel # MPJPE # PA-MPJPE #

VIBE [28] 31.64 106.90 72.84

w/ One-Euro 10.82 108.55 74.67

w/ Savitzky-Golay 5.84 105.80 72.15

w/ Gaussian1d 4.95 103.42 71.11

w/ One-Euro 4.67 135.71 103.22

w/ Savitzky-Golay 4.36 118.25 85.39

w/ Gaussian1d 4.47 105.71 71.49

w/ Smoothnet[54] 4.15 97.47 69.67
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realistic motion estimations. Its plug-and-play and end-to-end learning capabilities fur-

ther enhance its practicality and versatility, making it superior to traditional smoothing

techniques.

Table 3.5 compares various smoothing methods applied to Human Mesh Recovery in

terms of three common metrics: acceleration error (Accel), mean per-joint position er-

ror (MPJPE), and its Procrustes-aligned variant (PA-MPJPE). VIBE [28] serves as the

baseline without temporal smoothing, showing the highest acceleration error. Traditional

smoothing methods such as One-Euro, Savitzky-Golay, and Gaussian1D e�ectively reduce

motion jitter but often introduce a trade-o� in reconstruct ion accuracy (e.g., increased

MPJPE or PA-MPJPE).

In contrast, the proposed method integrates SmoothNet, which achieves the best balance

between smoothness and accuracy. It not only reduces the acceleration error to the

lowest (4.15) but also outperforms other �lters in terms of MPJPE and PA-MPJPE,

demonstrating superior performance across all evaluationmetrics.

3.5.2 Optimization Process

The optimization of the camera and dynamic human motion plays a crucial role in moving

scenes, providing more precise, robust, and practical solutions. The purpose of camera

and human motion optimization is to obtain the optimal SMPL variables so that the 3D

pose of the human body is consistent with the camera reprojection and 2D pose.

Optimization Variables:

(f (z); �; r; � )1:N (3.15)

� = f (z) (3.16)

whereN is the number of people,f is a prior function of DMMR [17], andz 2 R32 is the
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latent code.

Objective function:

arg min
(z;�;r;� )1:N

L = Ldata + Lprior (3.17)

The loss function consists of a data term and a regularization term.

Data Term. The data term L data evaluates the alignment between the projected 3D

joint positions and the observed 2D joint positions in each view. This term ensures that

the reconstructed 3D human motions are consistent with the 2D detections from the

video frames. The equation is:

Ldata =
NX

n=1

� nv � (�( Ev(Jn )) � pnv ) (3.18)

� is the projection function that projects 3D poses to 2D.Jn is the skeletal joint position

generated by the model parameters.� are the con�dence levels,� is a robust function.

Regularization Term.

Lprior =
NX

n=1

kznk2 +
NX

n=1

k� nk2 (3.19)

The regularization term L prior applies constraints on the latent variablesz and shape

parameters� to prevent over�tting and ensure smoothness in the human motion.

In conventional optimization pipelines, the latent variable z is �rst mapped back to pose

parameters� , and the 3D human body model is reconstructed using the SMPL model.

This reconstructed model is then reprojected onto the 2D image plane using the estimated

camera trajectory, and the di�erence between the projectedand observed 2D poses is used

as the reprojection loss.

DMMR [17] introduces a local linear constraint to enforce temporal smoothness across

frames. However, this approach does not fully exploit motionprior knowledge and may

be limited in capturing global motion consistency. To address this, a new optimization

framework is proposed, in which the optimalz is obtained through gradient descent.
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In this framework, the SmoothNet neural network is integrated to re�ne the predicted

pose by applying a smoothing transformation tof (z), resulting in a temporally coherent

estimate �̂ = S(f (z)). The re�ned �̂ , along with shape parameters� , rotation r , and

camera parameters� , is then used to compute reprojection errors. This formulation

encourages smoother pose sequences and enables more stable and accurate gradient-based

optimization.



Chapter 4

Results and Discussions

4.1 Datasets

According to a comprehensive review of deep 3D human pose estimation [48], numerous

datasets have been introduced since 2009 to support diverseresearch objectives. Se-

lecting an appropriate dataset is critical, as each is designed with di�erent assumptions

and target applications. Most 3D pose estimation datasets are collected using motion

capture systems, often involving arrays of wearable inertial measurement units (IMUs),

which provide high-precision, reliable ground-truth data. These systems have played a

foundational role in advancing this �eld.

One of the most prominent examples is the Human3.6M dataset, released in 2013, which

remains one of the largest motion capture datasets to date. It o�ers 50Hz high-resolution

video recordings, accurate 3D joint annotations, and synchronized multi-view footage

from four cameras. These characteristics make it a benchmark resource for developing

and evaluating 3D human pose estimation algorithms. However, this dataset is not

suitable for the current study, as the focus here is on 3D human reconstruction from

single-view, uncalibrated, in-the-wild videos.

Instead, the 3DPW dataset [35] is employed, as it is the �rst dataset speci�cally designed

for evaluating 3D pose and motion estimation in unconstrained, real-world scenarios. It

combines handheld smartphone video with synchronized IMU measurements, providing

realistic motion data captured in diverse outdoor environments. Using the Video Inertial

60
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Poser (VIP) framework, 3DPW achieves highly accurate 3D joint annotations even in

complex settings. The dataset contains 60 video sequences,each annotated with 2D and

3D poses as well as camera extrinsics for every frame, o�ering a comprehensive benchmark

for single-view pose estimation in the wild.

For evaluation in this work, 15 sequences were selected to cover a broad range of real-life

conditions, including varied clothing styles and activities such as walking in urban areas,

climbing stairs, and using public transportation. While 3DPW is primarily a single-

person dataset, a subset of sequences includes two subjectswith full 3D annotations.

This enables limited evaluation of multi-person reconstruction performance, although

the dataset was not originally intended as a multi-human benchmark.

Despite its value, 3DPW alone does not satisfy the growing need for large-scale, in-

the-wild datasets, especially in outdoor and uncalibratedcamera scenarios. As noted

in [48], the scarcity of such datasets remains a signi�cant limitation in the �eld and

underscores the need for future dataset development that better re
ects the challenges of

unconstrained, real-world environments.

4.2 Implementation

Test environment. The graphics card used was an NVIDIA GeForce RTX 4090 with

24 GB of VRAM. The processor was an AMD Ryzen Threadripper 7960X, featuring 24

cores. The system memory was 256 GB. The operating system deployed was Ubuntu

20.04 LTS.

Implementation Details. The program processes the 15 selected sequences in approxi-

mately 7.5 hours, operating at a reconstruction rate of 30 frames per second. For 2D pose

estimation, BYTETrack was converted into an API interface, referred to as BYTETrack-

API, which employs YOLOX [11] as the object detector. BYTETrack-API outputs human
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bounding boxes and identity labels in JSON format to facilitate downstream processing

with AlphaPose.

Subsequently, 26 human body keypoints extracted using AlphaPose are also saved in

JSON �les. The camera extrinsic matrices estimated by SLAM foreach frame are

recorded in plain-text (TXT) format. Optimization of the var iables within the loss func-

tion is performed using the ADAM optimizer, with 16 consecutive frames optimized

simultaneously.

4.3 Evaluation Matrics

To evaluate pose and shape reconstruction, several widely used metrics were employed,

including mean per-joint position error (MPJPE), Procrustes-aligned mean per-joint po-

sition error (PA-MPJPE), and per-vertex error (PVE). To assessthe temporal smooth-

ness of motion, acceleration error (ACCEL) was computed by comparing the estimated

acceleration to the ground-truth values.

MPJPE =
1
N

NX

i =1

kĴi � Ji k2 (4.1)

PA-MPJPE =
1
N

NX

i =1

kR(Ĵi � t ) � Ji k2 (4.2)

PV E =
1
V

VX

i =1

kV̂i � Vi k2 (4.3)

ACCEL =
1

N (T � 2)

NX

i =1

TX

t=2

k(Ĵ (t )
i � Ĵ (t � 1)

i ) � (Ĵ (t � 1)
i � Ĵ (t � 2)

i )k2 (4.4)

The Mean Per Joint Position Error (MPJPE) is a standard metric for evaluating the

accuracy of human pose estimation models. It calculates theaverage Euclidean distance
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between the predicted and actual joint positions in a dataset, where a lower MPJPE

signi�es better estimation performance.

In the realm of 3D human pose estimation, MPJPE measures how closely the predicted

3D joint coordinates align with the ground truth. This metric is crucial for assessing an

algorithm's ability to accurately reconstruct a person's 3Dpose from visual data, such

as images or video frames.

4.4 Comparison With State-of-the-Art methods

To recover global human trajectories, the uncalibrated multi-view camera setup used in

previous works [17] was replaced with a single moving camera. SLAM was employed to

estimate the camera trajectory, enabling frame-wise updates of the camera's displacement

and orientation in the world coordinate system. This facilitated accurate reconstruction

of global human motion trajectories.

To address occlusions and reduce motion jitter, BYTETrack was adopted as a multi-

person tracking system, while SmoothNet was integrated as a temporal smoothing prior.

The e�ectiveness of the proposed approach was evaluated by comparing joint errors

against DMMR and other state-of-the-art methods.

Table 4.1: The proposed method performs better in PVE, MPJPE, PA-
MPJPE, and Accel metrics

Methods PVE # MPJPE # PA-MPJPE # Accel #
SPIN [30] 112.8 96.9 59.2 31.4

DMMR [17] 373.8 288.3 66.6 67.2
OptiPose3D 111.3 95.6 55.9 57.1
aall unit in mm and m/s 2. All the best results are highlighted in bold

Table 4.1 summarizes the performance comparison between the proposed method, SPIN,

and DMMR using key evaluation metrics. The proposed method demonstrates the best
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Figure 4.1: Global Human Motion Trajectory. Optipose3D can achieve a better global
reconstruction trajectory than DMMR [17].
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Figure 4.2: 3D Models in Camera and Global Frames. Multi-person models are recon-
structed in both the camera coordinate frame and the global coordinate frame.

Figure 4.3: Global Human Motion Trajectory. 4D human reconstruction is achieved from
a single moving camera.
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Figure 4.4: Front, left, right top view of mesh

Figure 4.5: Smoothness Optimization Comparisons. Smoothness optimization success-
fully optimizes body poses. The top �gures and the bottom �gures show the trend of one
dimension before and after applying SmoothNet.
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Figure 4.6: Reconstruction in outdoor moving scenes with multiple people and occlusions.
Sequence: downtown-cafe-00, 0-450 frames

performance in terms of PVE, MPJPE, and PA-MPJPE. Regarding the acceleration

metric, the results fall between those obtained by DMMR and SPIN.

Figure 4.1 presents the projection of global human motion trajectories on the XY plane.

The results indicate that DMMR is unable to recover coherentglobal trajectories, whereas

the proposed method e�ectively reconstructs them with higher accuracy and better align-

ment with the ground-truth data.

4.5 Ablation Study

Comparison on Tracking Algorithm. The in
uence of SLAM trajectory estimation

errors was evaluated by comparing human joint errors under three conditions: (1) ground-

truth camera poses provided by 3DPW, (2) estimated poses frommasked DROID-SLAM,

and (3) original multi-camera annotations.
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Comparison on Smoothing Optimization. The e�ectiveness of the smoothness op-

timization was assessed by comparing joint errors with and without the integration of

SmoothNet into the reconstruction pipeline.

Table 4.2: SmoothNet can decrease Acceleration, make motion more smoothing

Methods PVE # MPJPE # PA-MPJPE # Accel #
gt cam 102.7 89.3 55.9 65.7

gt cam w/o SmoothNet 110.4 95.1 53.6 55.2
w/o SmoothNet 111.3 95.6 56.9 57.1

aall unit in mm and m/s 2. All the best results are highlighted in bold

In Table 4.2, the impact of SmoothNet was evaluated using ground-truth camera trajec-

tories as the camera extrinsic parameters. The results showthat the acceleration is lower

after optimization with SmoothNet, indicating that smoothness has been improved. Ex-

perimental comparisons showed that the inclusion of SLAM estimation led to consistent

improvements in all evaluation metrics. This is because, although the camera trajectories

estimated by DROID-SLAM are excellent, there are still discrepancies compared to the

ground-truth.

As illustrated in Figures 3 and 4, the proposed method e�ectively reconstructs 3D human

motions from a dynamic monocular camera to global coordinates. Figure 3 shows accurate

3D models in both camera and global frames, demonstrating the method's robustness

across di�erent viewpoints. Figure 4 highlights the method's capability to capture and

visualize the continuous trajectories of human motion, emphasizing its applicability in

real-world dynamic scenarios.

In Figure 4.5, the top left graph (before SmoothNet 15 optimization) and the bottom

left graph (after SmoothNet 15 optimization) illustrate that the data displays signi�cant
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uctuations with numerous sharp peaks and troughs before optimization. Following opti-

mization, these 
uctuations are substantially reduced, resulting in a smoother curve with

fewer sharp peaks. The bottom right graph (after SmoothNet 22optimization) further

demonstrates that the data becomes exceptionally smooth for the majority of the dura-

tion, particularly after frame 600, with minimal noticeable 
uctuations. For this analysis,

it randomly selected two dimensions from the 69 joint coordinates to examine body poses

before and after the smoothness optimization process. The X-axis represents 800 frames

of one sequence, while the Y-axis corresponds to the projection of one dimension. The

marked decrease in data variability post-optimization clearly indicates a smoother trend,

signifying that the smoothness optimization has e�ectively minimized noise and abrupt

changes, thereby enhancing the overall quality of the posture data.
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Figure 4.7: Single Reconstruction, Sequence: courtyard-box-00
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Figure 4.8: Multiple People Reconstruction in Outdoor Scenario, Sequence: downtown-
arguing-00, 0-600 frames



Chapter 5

Conclusion and Future Work

In this work, an approach is presented to address the challenges of 3D human body recon-

struction from monocular moving cameras. By leveraging SLAMtechniques and advanced

tracking algorithms, occlusions are handled in dynamic multi-person scenes. Incorporat-

ing a learned motion smoothness prior ensures temporally coherent motions, enhancing

the robustness and accuracy of 3D human motion reconstruction. The proposed frame-

work not only enhances data consistency and localization accuracy in dynamic scenes

but also improves system robustness by optimizing the interactions between the camera

and dynamic objects. Experimental results demonstrate that the proposed method can

achieve competitive performance in pose and shape reconstruction, while also maintaining

motion smoothness in dynamic scenarios.

This work achieves global human motion reconstruction by decoupling camera motion

from human motion. Experimental results demonstrate several bene�ts from the pro-

posed decoupling approach. First, decoupling reduces the dependency on precise 3D

scene reconstruction, as camera motion is estimated via SLAMrather than relying ex-

clusively on detailed scene modeling. Second, decoupling enhances the robustness of

human trajectory reconstruction by leveraging prior knowledge of human motion to con-

strain trajectory optimization, thereby avoiding interference between human and camera

motion estimations. Third, decoupling camera and human motion makes the method

suitable for outdoor, dynamic, and uncalibrated multi-person scenarios.

72
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However, the accuracy of the camera motion estimation entirely depends on the per-

formance of visual SLAM. In scenarios involving rapid cameramotion, such as cameras

mounted on UAVs, SLAM estimates may become unreliable, leadingto failure in de-

coupling. Therefore, future work aims to introduce static scene constraints on camera

rotation (R) and translation (T) to further enhance the accuracy and robustness of purely

vision-based 3D human reconstruction in highly dynamic anduncalibrated outdoor sce-

narios.

Additionally, the dataset used for evaluation in this study contains only two subjects

with 3D annotations per sequence, which limits the ability to fully demonstrate the

scalability of the proposed framework in multi-person scenarios. In practice, the method is

capable of reconstructing more than two individuals simultaneously. Future work includes

annotating additional subjects and constructing a larger-scale multi-person dataset to

better re
ect real-world conditions and support more comprehensive evaluations.
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